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Abstract 
 
The CAST community has led the development of a variety of algorithms and software for over 
three decades now.  These developments were motivated predominantly by problems in the 
design, control, and optimization of chemical processes.  Nonetheless, some of these algorithms 
and software are increasingly utilized as enabling technologies even in areas that are well beyond 
the traditional boundaries of chemical engineering.  We review many of the enabling technologies 
developed by the CAST community, with an emphasis on software that had an impact across 
disciplines. 

Introduction 
 
I would like to thank the Dow Chemical Company for sponsoring the Computing in Chemical 
Engineering Award.  I also would like to thank this year’s selection committee for selecting me to 
receive this award.  It is a humbling experience to be on the receiving end of this recognition, 
especially when I consider the list of previous awardees.  When I found out that I was selected as 
this year’s recipient, I immediately began looking forward to Wayne Bequette’s introduction at 
the CAST dinner.  I also realized that CAST is now a little over 30 years old and I decided to give 
a talk that reviews some of the accomplishments of this community.  The latter being too many to 
even list, I decided to focus my review on software that have, in my mind, been influential.   As I 
was preparing my review, I made extensive use of past CAST Newsletters that Karl Schnelle 
kindly provided to me (after the talk, these newsletters were placed at 
http://www.castdiv.org/ArchivedNewsletters.htm).  I learned quite a bit by going through them 
and I am convinced that my talk will convey many interesting facts to the younger folks in the 
audience and will bring back some fond memories to older folks. 
 
Before CAST existed, members of the Institute formed the Machine Computation Committee 
(MCC) in 1958 [1].  The Committee’s primary purpose was to serve as a computer program 
interchange.  Such an activity was pioneering, in an era during which there was no internet, on-
line communities for open source software, and the like.  MCC engaged software developers who 
were willing to make their codes freely available to others.  The Committee began reviewing 
these codes and published computer program abstracts.  These publications turned out to be very 
popular and a significant source of income for the Institute.  By 1963, 104 abstract publications 
appeared in Chemical Engineering Progress [1].   
 



Moving into the 1960s, software developers felt they were not benefiting much from distributing 
their codes, in comparison to the amount of work that had to go into producing a high-quality 
code for distribution.  MCC at that time began dealing mostly with compiling data for physical 
properties and estimations but remained mostly lethargic during the 1960s.  In the early 1970s, 
MCC activities were at an all-time low and the Institute considered resolving the committee [1].  
Led by Charlie Ware, members of the committee responded dynamically to the Institute’s 
criticism, resulting in a complete rebirth of MCC.  Membership in MCC in 1976 was 57, up from 
34 a year earlier [2].  The committee also organized eight sessions at the AIChE meeting in 1976, 
up from four in the prior year [2].  Perhaps the most interesting activity that MCC engaged in  
during the years of rebirth was the design and distribution of a series of questionnaires asking 
recipients to predict what computing would look like in the 1980s [3, 4].  In 1977, the first issue 
of Computers and Chemical Engineering appeared, with Dick Hughes as the founding editor.  It 
is interesting that Dick’s editorial in the first issue of the new journal was accompanied on the 
same page by a somewhat longer statement by Charlie Ware informing readers that the journal 
would publish algorithms and programs that would be reviewed by MCC.   
 
All these activities fascinated members of the Institute about the emerging field of computing in 
chemical engineering, to the extent that several members of the Institute pointed out that MCC 
was operating like a division.  Discussions about forming a division soon followed up and the 
CAST division began operating in 1978, with no less than 430 members in its first year.  At the 
same time, the Technical Computational Newsletter of MCC was renamed to CAST Newsletter.  
The name MCC was abandoned in favor of CAST because many felt that MCC implied activities 
close to “machines” (i.e., hardware).  On the other hand, computing interests in chemical 
engineering were felt to be closer to software and algorithm development.  Interestingly, the 
AIChE Council resisted naming the new division CAST because the words chemical engineering 
did not appear in this name and it was felt that “systems technology” was much broader than what 
chemical engineers were interested in.  The fact is that MCC had considered many alternative 
names, including “management science,” before opting for CAST.  Extensive discussions 
followed, in which Bob Morris was eventually able to convince the Council to agree that CAST 
was the most suitable name for the new division [1]. 
 
The first CAST dinner took place in 1978 and Stu Churchill was asked to give a talk.  I initially 
thought it was strange that Stu chose to talk about “When is computing necessary?” but I then 
realized that computers were expensive at the time.  Back then, most available computers were 
mainframes and their cost was in the tens or even hundreds of thousands of dollars.  A year later, 
the first “Computing in Chemical Engineering” award was given to Dick Hughes, who spoke on a 
very different topic “Computer or Engineer—Which is the boss?”   
 
Next, I want to review some of the enabling software developed by the CAST community. I will 
break the presentation in three parts, considering, in turn, software for simulation, software for 
optimization, and other types of software. 
 



Enabling software—Simulation  
 
It is fair to say that most chemical engineers over 45 years of age were initially educated in design 
by Bob Seader’s FLOWTRAN Simulation—An Introduction [5], a book that sold thousands of 
copies worldwide and accompanied the FLOWTRAN simulator that was installed in over 150 
universities.  The software was developed in a project launched by Monsanto in 1966 and was 
first sold outside Monsanto in 1969. 
 
Monsanto’s influence in simulation work in chemical engineering goes well beyond 
FLOWTRAN.  When Larry Evans began the development of ASPEN, he brought together a 
number of experts in the area, including Paul Gallier from Monsanto, Herb Britt, and Joe Boston.  
The ASPEN project began with DOE funding to MIT in 1975-1981.  Interestingly, the company 
was not able to raise venture capital until 1986, but began penetrating mainstream customers 
between 1986 and 1991.  The rest of its story followed pretty quickly, with an initial public 
offering in 1994 and a series of acquisitions of over twenty best-in-kind companies [6].   
 
FLOWTRAN and later ASPEN became enabling technologies and have been used by AIChE 
members across all its divisions.  Moreover, they have been used by engineers in industry sectors 
ranging from petrochemical to food to consumer products. 
 
Enabling software—Optimization  
 
In the 1980s, Ignacio Grossmann developed algorithms for solving mixed-integer nonlinear 
programs (MINLPs).  Ignacio was interested in using these algorithms to solve problems in 
process planning, scheduling, design, and synthesis.  To facilitate the solution of these MINLPs, 
Ignacio developed the software DICOPT [7], which by 1990 became available under the 
modeling systems GAMS.  In making DICOPT accessible under GAMS, Ignacio made MINLP 
software available for the first time to economists, operations research analysts, and all sorts of 
engineers.  It is fair to say that Ignacio put chemical engineering computing research activities on 
the map of optimization-at-large. 
 
Another chemical engineer with tremendous contributions to optimization at-large is Larry 
Biegler, who is responsible for three generations of nonlinear programming codes (SQP, rSQP, 
IPOPT) [8].  Larry’s codes and algorithms provided the core optimization engine in simulators 
such as FLOWTRAN and ASPEN.  His most recent software development in this area, IPOPT, is 
open source, thus opening up a wide array of interesting new opportunities. 
 
There is also an optimization software code called BARON that I will, of course, discuss in more 
detail later. 
 



More enabling software from CAST members  
 
If I were to talk about all software codes developed by CAST members, we’d be here all night.  
For this reason, I decided to mention some of the codes developed by luminaries of our field and 
discuss a few of them: 

• AIDES is a code that was developed by Jeff Siirola and Dale Rudd [9].  This was the first 
code to attempt automatic process synthesis.  Going beyond simulation and optimization, 
synthesis increases the complexity of the subject at hand and makes software 
development exceptionally challenging. 

• George Stephanopoulos pioneered the development of a number of software codes, 
including DESIGN-KIT [10] and MODEL.LA [11].  I decided to mention these codes 
because they apply artificial intelligence and expert systems techniques in process design 
and synthesis.  I do not believe that our community is doing as much as we should be 
doing in this area of research. 

• Charlie Cutler was the principal driver in the development of the dynamic matrix control 
algorithms [12] that were implemented and distributed in the DMC software, initially at 
Shell and later at DMC Corporation that was acquired by AspenTech.  My own 
introduction to systems research was through the application of DMC to a polymerization 
reactor in 1985, when I was impressed by how much one can learn about a process from a 
step response and how much one can achieve with model predictive control.  Charlie’s 
work had a truly remarkable impact in industry and academia alike. 

• Other codes that I wanted to mention are Art Westerberg’s ASCEND [13], the gPROMS 
software from Costas Pantelides and the PSE company [14], Jim Rawlings’s OCTAVE 
[15], Cutlip and Shacham’s POLYMATH [16], Gary Blow’s SimuSolv at Dow [17], and 
Art Westerberg’s and Roger Sargent’s SPEEDUP [18].   

 
These codes represent a small sample of the CAST community’s exceptional output over the past 
three decades. 
 
My own research activities  
 
My current research portfolio involves the development of optimization theory, algorithms, and 
software.  There is interplay between the general-purpose optimization algorithms that we 
develop and applications we address in specific domains, including energy systems, 
computational biology, computational chemistry, and computational finance.  The application 
range may seem wide at first, but, by considering different applications, we gain insights to 
different facets of global optimization and we are able to improve general-purpose optimization 
algorithms, with an aim to develop an enabling software technology for scientists and engineers.  
As a graduate student, I worked on the development of optimization algorithms for planning and 
scheduling of chemical processes.  Shortly before starting my first faculty position at the 
University of Illinois at Urbana in 1991, I was introduced to the protein folding problem by 
Themis Lazaridis, when he was visiting Charlie Brooks at Carnegie Mellon.  The problem can be 
viewed as finding the 3D coordinates of protein atoms that minimize an energy function.  The 



major challenge here for optimization is that this function possesses multiple local minima.  Since 
learning about this problem, I have been hooked on global optimization.   
 
On the technical side, a minimum of a function can be identified by progressing downhill from a 
starting point until the bottom of a valley is identified.  In this approach, the starting point 
determines the end point and the latter may not be a global minimum but a local one.  If, 
however, one could devise a unimodal function that underestimates the original one, then the 
underestimator can be optimized to yield a lower bound for the global minimum of the original 
function, thus reducing the interval of uncertainty for an identified local minimum.  The challenge 
here is that there are infinitely many unimodal underestimators and that the sharpest one (known 
as convex envelope) is very difficult to construct for general multidimensional functions.  The 
subject of identifying such underestimators, known as convexification, is one of the avenues that 
we explored toward the development of global optimization algorithms.  We developed 
convexification, range reduction, and finite branching algorithms and incorporated them within a 
branch-and-bound algorithm, giving rise to the branch-and-reduce algorithm [19, 20].  I was 
fortunate in this context to work with many exceptional students (Hong Ryoo, Joe Shectman, 
Vinay Ghildyal, Nilanjan Adhya, Mohit Tawarmalani, Xiaowei Bao, Aida Khajavirad, Keith 
Zorn). 
 
By the late 1990s, we had implemented some of these algorithms in the BARON software and the 
GAMS company expressed interest in commercializing the code.  I formed a small company, The 
Optimization Firm, which licensed the BARON code from the University of Illinois in order to 
develop a commercial version.  We first distributed the code through GAMS and later under 
AIMMS.  We also made the executable available freely under the NEOS server for optimization.  
This two-pronged approach to technology transfer offered commercial support through GAMS 
and AIMMS to customers who needed it and provided free access to others.  BARON has since 
found applications in a variety of problems, including design of new Runge-Kutta methods for 
solving differential equations, energy policy making, design of metabolic pathways, automatic 
control, and agricultural economics, among others. 
 
While my BARON-related work is the best known, we have also worked extensively in other 
areas.  My global optimization work was motivated by the protein folding problem.  This problem 
remains unsolved in its general form from the point of view of deterministic global optimization.  
However, progress has been made on many special versions of the problem.  For instance, we 
have the best performing algorithm for the side-chain packing problem [21], which assumes that 
the backbone structure of the protein is known, thus reducing the protein folding problem to that 
of packing the side chains into a minimum energy conformation.  We also have the best 
performing algorithms for the protein structural alignment problem [22].  Once again, I was 
fortunate to work with exceptional students in this area (Wei Xie, Shweta Shah). 
 
As I was finding protein folding difficult from a global optimization point of view, in the mid 
1990s, I asked the question whether experimental measurement data could be used to make the 
problem a little easier.  Herb Hauptman, who had received the Nobel prize in Chemistry in the 
late 1980s for his work on the phase problem in X-ray crystallography, was at the time touring the 



country giving talks about this problem.  I was in the audience in one of his talks, when he 
mentioned that the problem of determining crystal structures could be viewed as a global 
optimization problem.  I was intrigued and began looking into this problem.  It took us many 
years to produce the first paper on this topic with my student Anastasia Vaia [23].  When 
Hauptman saw the paper, he invited me for a talk at Buffalo.  This was the beginning of a fruitful 
collaboration with Herb and his colleagues Chuck Weeks and Jimmy Xu, who taught me quite a 
bit on the subject.  We enjoyed NIH funding that produced a series of papers and supported my 
early work on linear optimization and derivative-free optimization.  At this point, Hauptman’s 
Shake-and-Bake code incorporates some of the algorithms developed by my student Alex Smith 
for solving centric crystal structures with a deterministic method [24]. 
 
While at Illinois, I resisted the idea of getting involved in parallel computing and computer 
hardware.  At the time, I felt that parallel computing hardware was evolving too rapidly.  
However, as soon as I arrived at CMU in 2007, I initiated a series of projects utilizing Graphics 
Processing Units (GPUs) for scientific computing.  GPUs are truly powerful and open up exciting 
new avenues for algorithm designers.  My postdoctoral researcher Panos Vouzis has made 
outstanding contributions to this area by designing and implementing parallel computing 
algorithms for Monte Carlo simulation in CO2 sequestration, iterative linear algebra, and 
bioinformatics.  Our GPU algorithms for these problems are up to 300 times faster than the best 
sequential algorithms for the problems.  A recent success in this area was with the BLAST code 
for bioinformatics.  The BLAST code is being cited at the rate of 2500 times per year for the past 
twenty years and is used extensively by bioinformaticians around the world.  Our GPU-BLAST 
[25] is four times faster than the NCBI-BLAST code, while producing identical solutions. 
 
Other work done by my group has produced: 

• Analytical bounds on the average- and worst-case performance of heuristics in process 
synthesis (with students Ming-Long Liu, Shabbir Ahmed and Kevin Furman); there are 
no other analytical results available to this date for heuristics in process synthesis 

• The conclusion that heat exchanger network synthesis is “NP-hard in the strong sense” 
(Kevin Furman); there are no other computational complexity results available to this 
date for problems in process synthesis 

• Algorithms for stochastic programming (Shabbir Ahmed) 
• Algorithms for supply chain management and design (Ming-Long Liu, Shabbir Ahmed, 

Ramon Gutierrez) 
• Algorithms for a variety of problems in systems biology and bioinformatics (YoungJung 

Chang, Saurabh Awasthi, Danan Wicaksono) 
• Algorithms for portfolio optimization (Luis Miguel Rios, Rohan Desai, Yizhi Zheng) 
• Algorithms for energy systems modeling (Alison Cozad) 
• Algorithms for molecular design (Minrui Yu, Gautam Nanda, Apurva Samudra) 
• Implementations of algorithms for successive linear programming (Yiqi Zhu) and integer 

programming (Sumit Mehra, Mayank Mishra) 
• Algorithms for linear optimization (Joe Elble), derivative-free optimization (Luis Miguel 

Rios) 
• Methodologies for machine learning (Yannis Voudouris, Xuan Shi, Alison Cozad). 



 
In closing the discussion of my research work, I wanted to mention an unexpected citation that 
work from my group has received, one that you cannot find in the Web of Science.  Shortly after 
we moved to Pittsburgh, I met a lady in our church, who asked if I was the famous professor who 
had something to do with touring Walt Disney World.  I was taken by surprise but then found out 
that the touring guide [26] indeed thanks me and my students for contributing “a number of 
exceptionally helpful studies.”  Reading through this guide, I learned that amusement park 
patrons measure satisfaction by the number of attractions they experience during a visit.  To 
maximize this number, visitors seek to minimize waiting times, which depend not only on the 
sequence in which attractions are visited but also on the time of the day they are visited.  
Mathematically, the problem of finding an optimal tour reduces to the so-called time-dependent 
traveling salesman problem, which had been the topic of the thesis of my first and highly 
productive student Russ Vander Wiel.  In case the audience wonders what, if anything, this 
problem has to do with computing in chemical engineering, let me point out that the problem is 
closely related to one of the subjects of my own doctoral work, namely scheduling the production 
of polymers, which I had considered for a continuously operating DuPont facility. 
 
Conclusions  
 
The CAST community has developed software that has had tremendous impact across academic 
disciplines and areas well beyond chemical engineering.  There are skeptics that, over the past 
decade or two, have expressed concerns that simulation and optimization have become mature 
technologies and that, therefore, the CAST community has a limited role to play in the future of 
chemical engineering.  I would argue, however, that this is far from being the case.  Simulator 
users, for instance, appreciate the difficulty to converge a simulation model and know that, once a 
change is made to the initial conditions or new pieces of equipment are added to the flowsheet, 
convergence of the simulation model is still a major headache.  I also confess that, for every 
problem solved by BARON, there are many other problems that are too large or too complex to 
solve with current optimization technology.  Clearly, there is much more that needs to be done in 
fundamental simulation and optimization technology, not to mention process design and 
synthesis.  As complexity of computing in process synthesis, operations, and design tasks 
increases in the world around us, so, too, will increase the CAST community’s activity in 
simulation and optimization for the foreseeable future. 
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