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 CRYSTALLIZATION/ PARTICULATE 

PROCESSES 

 Common in specialty chemical, pharmaceutical 

and agrochemical industries 

 

 Appropriately controlled crystal size distribution 

is important for: 

 high efficiency of downstream operations like 

filtering, drying and formulation 

 efficacy of final product which is in crystal form 

 

 Effective control and optimization of crystal size 

distribution requires fast and accurate 

estimation of crystal size 
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MULTIVARIATE IMAGE ANALYSIS 

(MIA)* 

 An automated image analysis algorithm for online 
analysis of in situ images from crystallization process 

 

 Key steps: 

1. Feature extraction choose features that 
characterizes the object of interest in the image for 
efficient segmentation 

2. Construction of statistical image model: PCA 

3. Segmentation based on blank background image (i.e. 
threshold value s) 

4. Post-segmentation image analysis  fill holes & 
remove small objects 

5. Boundary refinement 
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*Source: Sarkar, D., Doan, X.-T., Ying, Z., Srinivasan, R. "In situ particle size estimation for 

crystallization processes by multivariate image analysis." Chemical Engineering Science, 64 (1), 2009: 9-19. 



FEATURE EXTRACTION  
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PRINCIPAL COMPONENT ANALYSIS (PCA) 
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POST SEGMENTATION 
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REAL-TIME APPLICATION OF MIA 

 Analysis speed  Image generation speed 

 

 MIA is computationally expensive due to the large 

sample size,  

Sample size per image =  

no. of pixel x no. of feature x no. of shift 

e.g. 640 × 480 𝑝𝑖𝑥𝑒𝑙𝑠 × 3𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 × 8𝑠ℎ𝑖𝑓𝑡𝑠 → PCA involves 

matrix size of 7,372,800 

 

 Proposed approach: GPU parallel computing 
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CONVENTIONAL  

GRAPHICS PROCESSING UNIT (GPU) 

 A single-chip processor 

 

 Many cores 

 

 Graphics rendering especially 3-D applications 
• creates lighting effects and transforms objects every time a 3D 

scene is redrawn 

 

 Mathematically-intensive tasks 

 

 Benefit: lifting burden from the CPU 
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GENERAL PURPOSE GPU (GP-GPU) 

PARALLEL COMPUTING 

 

 

 

 

GPGPU design characteristics: 
 

 Many ALU per control/ cache → Single instruction, multiple data (SIMD)  

 

 Small control unit 

 Less sophiscated control unit, individual data operation is relatively slow 

 BUT, overall is faster as many slow operations run in parallel 

 

 Small cache 

 Smaller space for fast memory 

 Hence, more arithmetic operations/ memory fetch is preferred; also 
memory access latency can be hidden with (repeated) calculations 
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Efficiency Improvement: 

IF computational 

tasks/algorithms fit into 

the GPU architecture 



NVIDIA COMPUTE UNIFIED DEVICE 

ARCHITECTURE (CUDA) 

 CUDA is a GPGPU programming 

architecture.  

 

 Major advantages of CUDA: 

 C-like programming language 

 CUDA program is scalable (i.e. 

efficiency  no. of cores) 

 

 Programming model: Single 

instruction Multiple Thread (SIMT) 

 

 3 levels of threads: 

i. Grid  GPU program 

ii. Block  data can be shared among 

threads within the same block  

iii. Thread 

10 
(NVIDIA CUDA C Programming 

Guide) 



Threads from the same block are 

assigned & run simultaneously 

on the same MP 

CUDA MEMORY ARCHITECTURE 

OVERVIEW 

 Register: local memory of single thread 

 

 Threads within the same block are 

allowed to share data through shared 

memory 

 

 Memories that can be accessed by ALL 

threads within the grid & also by the 

host: 

1)  Global memory: read & write 

2) Texture memory: read only 

3) Constant memory: read only 

 

 Memory that is further away from the 

thread (register < shared < global) has 

higher memory latency but larger 

space 
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GENERAL GPU-COMPUTING 

APPROACH 
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Identify computational 

expensive tasks 

Analyze tasks for data 

parallelism (SIMD) 

GPU programming of 

selected tasks 

Results correctness 

verification 

Performance/ efficiency 

measurement 

Start 

GPU program optimization END 



MIA COMPUTATIONAL BOTTLENECK 
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FEATURE EXTRACTION IN GPU  
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Neighborhood of 

element X22 

It involves same operations (e.g. range, summation etc.) performed on 

different data or pixel, thus it is inherently rich in data parallelism 

(SIMD) 

Computation involves 9 

elements for one pixel 

output in feature image 

Original Image Feature Image 

1 thread 1 thread 

If 1 thread is responsible for 1 output pixel value,  

total no. of  threads = total no. of pixels 

Retrieve neighboring 

values 

X11 X12 

X21 X22 

X31 X32 

X11 

X21 

X31 

Neighborhood of 

element X21 

• Reading of neighboring values: threads 

associated with boundary pixels are 

different from those of inner pixels 

 

• Computation & writing results: same 

for ALL threads 



FEATURE EXTRACTION  

CUDA KERNEL 
 3 features 

 Range: Max & Min 

 Stdev: Sum & Sum of Square(SS) 

 Entropy: Histogram of the pixel intensity levels  
{stored in shared memory to avoid register spillage to global 
memory; shared memory is faster than global memory} 
 

 Single CUDA kernel: One time reading of neighboring 
values {original image data stored in global memory} 

 

 Threads configuration 
 1 thread is responsible for 1 pixel position; total no. of thread = 

total pixel no. 

 Block size (no. of threads per block): ensure sufficient threads 

per MP & also enough blocks to occupy all the MPs; numerical 

experiments show that blockDim.x=32 & blockDim.y=8 are 

optimal 15 



SHIFTING IN GPU  
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Feature Image 

If 1 thread is responsible for 1 output pixel position,  

total no. of  threads = total no. of pixels in original image 

Shifted Feature Image 

e.g. Shift upwards →  

copy pixel value to top 

position 

Shift Upwards 

• Reading of pixel value: ALL threads will read 

bottom position; while the threads associated with 

last row of pixels will read own output pixel value 

• Writing result:  ALL threads will write to own 

output pixel position 



SHIFTING CUDA KERNEL 

 8 shifting directions: stored in constant memory 

 

 Shifted image size = (8+1) directions x 3 features x 

image size {in global memory} 

 

 

 

 

 Same threads 

configuration as 

before 
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A shifted image 
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NORMALIZATION 

2 CUDA kernels: 

a) Compute mean & stdev per shifted image (per column) 

 1 block for 1 column 

 Within a block, 512 threads cooperate for the reduction 

operations {using shared memory} 

 Output array: Mean27x1 & Stdev27x1 {in global memory} 

 

b) Normalize each pixel 

 Same thread configuration as above 

 Within a block, each thread perform→ 
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𝑝𝑖𝑥𝑒𝑙 𝑣𝑎𝑙𝑢𝑒 − 𝑀𝑒𝑎𝑛[𝑏𝑙𝑜𝑐𝑘𝐼𝑑𝑥]

𝑆𝑡𝑑𝑒𝑣[𝑏𝑙𝑜𝑐𝑘𝐼𝑑𝑥]
 



PRINCIPAL COMPONENT ANALYSIS 

IN GPU  

PCA is an important statistical tool for multivariate 

data analysis. It transforms input X to T with most of 

the data information content (variance) stored in the 

first few component scores (dimension reduction). 
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𝑇𝑀×𝑁 = 𝑋𝑀×𝑁 × 𝑃𝑁×𝑁 

T = score matrix (new values based on 

PC axis) 

X = feature matrix (original values) 

P = eigenvectors or loading matrix 

M = no. of samples 

N =  no. of variables 

𝑋𝑀×𝑁 = 𝑇𝑀×𝑁 × 𝑃𝑁×𝑁
𝑇 

𝑋𝑀×𝑁 = 𝑇𝑀×𝐾 × 𝑃𝑁×𝐾
𝑇 + 𝑅𝑀×𝑁 



𝑅 ← 𝑋 
𝑓𝑜𝑟 𝑘 = 0,… , 𝐾 − 1 𝑑𝑜 

 
  
𝜆 = 0 
𝑇(𝑘) ← 𝑅(𝑘)  
𝑓𝑜𝑟 𝑗 = 0, … , 𝐽 𝑑𝑜 

  
𝑃(𝑘) ← 𝑅𝑇𝑇(𝑘) 
𝑃(𝑘) ← 𝑃(𝑘) ∥ 𝑃(𝑘) ∥−1 
𝑇(𝑘) ← 𝑅𝑃(𝑘) 
𝜆 ← ∥ 𝑇 𝑘 ∥ 
𝑖𝑓 𝜆′ − 𝜆 ≤ 𝜀  then break 
𝜆 ← 𝜆′ 

  

𝑅 ← 𝑅 − 𝑇 𝑘 𝑃 𝑘 𝑇
 

  
𝑟𝑒𝑡𝑢𝑟𝑛 𝑇, 𝑃, 𝑅 

 A non-linear iterative partial least squares (NIPALS) 

algorithm for PCA using CUBLAS library 
Andrecut, M. “Parallel GPU implementation of iterative PCA algorithms.” (2009) Journal of 

computational biology : a journal of computational molecular cell biology, 16 (11), pp. 1593-1599. 

 CUBLAS: GPU-accelerated version of the standard 

BLAS (Basic Linear Algebra Subroutines) library 

 

 

 

Copy data to R 

Extract 1 PC per time 

Initialize T with R 

Regression of R on T to improve P 

Regression of R on P to improve T 

Compute eigenvalue 

Iterate till change in eigenvalue <  

After convergence, deflation of the data to get residual matrix 

CUBLAS NIPALS-PCA 
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Pseudo-code 

of NIPALS-

PCA 

cublasScopy 

cublasSgemv 

cublasSscal 

cublasSgemv 
cublasSnrm2 

http://www.scopus.com/record/display.url?eid=2-s2.0-77952295055&origin=resultslist


THRESHOLDING WITH BACKGROUND 

IMAGES  

 If no. of PC selected, K < M, residual R > 0 

 

 

 

 We use 1 PC, K=1, so 𝑇𝑀×1 has the same size as the 

original in-situ image (M=no. of pixels); if K>1, use 

Hotelling’s T2 statistics to attain single variable 

 The resulting score matrix, 𝑇𝑀×1 → Pseudo image 
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𝑋𝑀×𝑁 = 𝑇𝑀×𝑁 × 𝑃𝑁×𝑁
𝑇 

𝑋𝑀×𝑁 = 𝑇𝑀×𝐾 × 𝑃𝑁×𝐾
𝑇 + 𝑅𝑀×𝑁 

Thresholding with 

background image s 

   

Binary image 

Pseudo image 

Pixels are classified as: 

• If val> s , particle class (1) 

• Else, background class (0) 



THRESHOLDING CUDA KERNEL 

 2 operations: 

 Comparison →if score value > s 

 Classification →particle class 1 or background class 0 

 

 Threads configuration 
 Input data → pseudo image (same size as original image) 

 Same configuration as ‘feature extraction kernel’ & ‘shifting 

kernel’ 

 1 thread is responsible for 1 pixel position in pseduo image; 

total no. of thread = total pixel no. 

 Block size: ensure sufficient threads per MP & also enough 

blocks to occupy all the MPs; numerical experiments show that 

blockDim.x=32 & blockDim.y=8 are optimal  
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CASE STUDY 

 Batch crystallization of monosodium glutamate 

monohydrate (MSG) for a period of 23 hours (29,898 

images) 

 

 PVM probe which  

captures in situ images at  

the speed of 2 images/s  

provides the benchmark  

for expected  

performance. 
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RESULTS ACCURACY 

NO. OF PARTICLES DETECTED 

4 out of 29898 images show different no. of particles 
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CPU GPU

26238 1 8 9

27534 1 4 3

29454 1 10 9

29745 1 6 5

No. of particles 

∆ no. of particles
Image ID with diff. no. of 

particles detected

CPU-MIA CPU-GPU-MIA 



RESULTS ACCURACY 

PARTICLES SIZE 

Total no. of particles detected in 29898 images: 

→ 87569 with CPU-MIA 

→ 87567 with CPU-GPU-MIA 

→ 87541 in common 
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COMPUTATIONAL EFFICIENCY 

 Tasks that moved to GPU:  

 Image reading 

 Blank elimination (based on 

range threshold) 

 Feature extraction 

 Shifting 

 Normalization 

 PCA 

 Thresholding 
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Segmentation 

Run#
Speedup (CPU total time/GPU 

total time)

1 8.859

2 8.534

3 8.603

4 8.663

5 9.049

Average 8.741

Overall Speedup

0.76710.0032s 

0.08780.0018s 

System:  

CPU: 64-bit Intel(R) Xeon(R) @3.20GHz & 12.00GB of RAM  

GPU: Nvidia Quadro2000 card 

Run#
Speedup (CPU seg time/GPU seg 

time)

1 13.687

2 13.251

3 13.251

4 13.127

5 13.127

Average 13.289

Speedup of Segmentation



CONCLUSION 

 GPU segmentation comprises of: 

 4 CUDA kernels for feature extraction & shifting, 

normalization which are inherently rich in data parallelism 

(SIMD) and thus can be benefitted from GPU computing 

 CUBLAS functions for PCA modeling 

 

 Overall MIA computational time reduces from 0.767s 

to 0.088s → 8.741x speedups 

 

 The proposed CPU-GPU-MIA approach allows real-

time crystal size estimation with PVM capturing in-

situ images at 0.5s/ image 
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END 


